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Introduction

Many of the requests that academics receive for copies of their published 
papers are from people who cannot gain access to academic journals 
without being charged too high a price, and open access is an important 
way of reaching these potential readers. Because I’m committed to the 
dissemination of ideas and to The Australian National University’s open-
access Global Thinkers Series, I was delighted when Andrew Kennedy of 
The Australian National University’s Crawford School of Public Policy 
invited me to contribute. Published by the ANU Press, the Global Thinkers 
Series is an initiative of the Public Policy Editorial Board. This volume 
contains – and places in context – a sample of research papers that I have 
published in the four decades since I completed my PhD at the London 
School of Economics. Over this time, I have worked continuously in the 
higher education sector, mainly at universities in the UK and Australia, 
although I have spent periods of leave at the University of Amsterdam and 
at MIT in Cambridge, Massachusetts. Many of the papers in this volume 
were jointly written with academic collaborators, and I am grateful for their 
enthusiastic permission to reproduce our work in this volume. All chapters 
have been previously published in academic journals, the preferred 
publication outlet for academic scholars, and all have policy relevance today.

Scholars from other social science fields sometimes ask why there are so 
many collaborative papers in economics. The reason is that economic 
methodology is complex, requiring a number of different skills. These 
range from the analytical skills needed to formulate the research question 
of interest, to data-handling expertise, to econometric techniques, and 
to the ability to write it all up in as compelling a narrative as possible. 
The relevance of labour economics to society rests on understanding the 
analytical foundations of the policy under consideration, on drawing out 
the testable predictions of the analysis, and on confronting the predictions 
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with the appropriate data. It is unusual to find all these skills in one person, 
and I have found it to be deeply rewarding to work with a co-author rather 
than alone.

In 1984, I completed my PhD thesis, entitled The Microeconomics of the 
Trade Union, supervised by the eminent economist Professor Sir Anthony 
Atkinson, who at that time was at the London School of Economics. 
I count myself lucky to have had his guidance. The analysis in my PhD 
thesis reflected the general importance of trade unions in modern developed 
countries. Over the period since then, there have been immense changes in 
politics and economics as the world began to grapple with neoliberalism, 
whose principal notion was that markets generally outperform governments 
in the allocation of resources. The growth of neoliberalism was associated 
with a weakening of the power of trade unionism in the UK, through a series 
of laws directed explicitly at trade unions (Booth 1995). At the same time, 
over the past decades, there have been developments in microdata collection 
– whether from surveys or experiments – and in the sophisticated statistical 
techniques needed to analyse microdata.1

The volume comprises three sections. The first covers selected issues 
in industrial relations and some concerns arising from the growth of 
neoliberalism. The second focuses on empirical issues arising from societal 
changes – including the growth of female participation in the labour market 
– and utilises quality data sets to analyse these changes, including data from 
a field experiment. The third section is devoted to papers using data from 
experiments to address the following questions: does nature or nurture affect 
the preferences of women and men in an economically meaningful way, and 
are their preferences malleable? The policy relevance of the analyses reported 
herein is clearly spelled out within each chapter.

1	  The scope and relevance of labour economics as a discipline has developed, over my working lifetime, 
through better collection and availability of micro-level survey data. This began with cross-sectional 
surveys of a representative set of individual observations (for example, persons, firms, households), 
collected at a single point in time. These micro surveys facilitated more precise estimation of the effects 
of policy and demographics on economic and social outcomes, thereby widening the information set 
available to academics and policymakers. In due course, cross-sectional data were expanded by panel 
data collection. Here the same individuals from a representative cross-section are surveyed repeatedly 
across time. Panel data allow the researcher to undertake longitudinal analysis to see how individuals 
change their behaviour across time, in response to policies as well as to life events. Importantly, panel 
data and panel data statistical techniques also allow researchers to differentiate out unobservable factors 
like ability that would otherwise result in biased estimates of the parameters of interest.
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Section I: Evolving industrial relations 
and neoliberalism
My initial interest in trade unions was triggered by a puzzle that presented 
itself in the analysis of trade union behaviour. The literature on public good 
provision by groups has traditionally emphasised the free rider problem. 
Suppose that a group, such as a trade union, forms to provide, or to lobby for 
the provision of, a good, such as a wage increase that is collective to potential 
members. Then the major conceptual problem with the formation of such 
a group is that individuals can enjoy the benefits of group action without 
incurring the costs (union dues). By doing this, they free ride. In small 
groups, the free rider problem is not generally considered insurmountable. 
However, the larger the number of potential beneficiaries, the more difficult 
it is to overcome the free rider problem, due to exclusion and surveillance 
difficulties. Consequently, optimal collective good provision, or any 
collective good provision in the extreme, is less likely.

The free rider hypothesis has a long history in economic thought. As early as 
1848, the free rider potential of any group of workers was perceived by Mill. 
However, it appears that it was not until 1965 that an attempt was made to 
explain why large groups providing collective goods manage to exist despite 
the free rider problem. Olson (1965) proposed the following explanation. 
If a large group exists, it must have formed either because membership 
is compulsory or because the group provides private goods and services 
accessible only to its members, with ancillary provision of the collective 
good as a ‘by-product.’

In Chapter 1, I developed a social custom model of trade union membership 
that explains the existence of union membership without compulsion, with 
the only incentive good being reputation from belonging to the group. 
That paper showed that a trade union can exist without compulsory 
membership and union closed shop legislation.2 It also proved that, under 
certain conditions, the economic incentive to ‘free ride’ on trade union 
membership can be less than the economic incentive to join a large union, 
in the absence of compulsion. And finally, it incorporated sociological and 
psychological factors into the traditional utility-maximising model, in what 

2	  A closed shop trade union is where all workers covered by the agreements the union negotiates with 
employers have to be members of that union. An open shop union will allow non-members to be covered 
by the agreement the union negotiates.
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is termed the ‘social custom’ theory of large union membership. In so doing, 
the analysis represents the first of my forays into behavioural economics, 
since it applies psychological insights into human behaviour to explain 
economic decision‑making.

In Chapter 2, Jeff Frank and I investigated the productivity effects of 
individual performance-related pay (PRP). With the growth of neoliberalism 
and the weakening of trade union power from the early 1980s, there was a 
growing emphasis on incentives to increase individual worker productivity 
by payment mechanisms such as PRP, which can induce greater effort while 
also attracting more able workers. At the same time, there was an expanding 
interest in temporary and part-time work contracts, since workers were 
no longer benefiting to the same extent from permanent jobs. Moreover, 
women were entering the labour force in increasing numbers, feminism 
was continuing to grow, and it was no longer the case that labour market 
researchers could continue the past practice of leaving women out of 
their studies on the grounds that they were too hard to analyse because 
of selection issues.

The rationale for government encouragement of different forms of PRP was 
the belief that these would increase labour market flexibility and generate 
higher productivity or employment. For instance, the UK Government was 
in the lead in providing incentives for profit-related pay, one form of PRP. 
From 1991, up to 20 per cent of total pay could be fully exempt from 
income tax if received in an approved PRP scheme. As a result, the number 
of employees covered by approved schemes rose from 232,000 in March 
1990 to 2,438,000 in March 1995. The large tax expenditure following 
from this growth led the Chancellor of the Exchequer to announce the 
phasing out of the scheme in his 1997 budget.

In investigating the productivity effects of individual PRP, Jeff Frank and 
I wished to see if jobs with PRP attracted workers of higher ability and 
induced workers to provide greater effort. We constructed an integrated 
model of effort and sorting that clarified the distinction between observable 
and unobservable ability and the relationship between earnings and 
productivity. We tested the predictions of this against new data from the 
British Household Panel Survey (BHPS), and found that PRP raised wages 
by nine per cent for men and six per cent for women. Our theoretical 
calculations showed that these estimated earnings differentials represented 
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average productivity differentials net of monitoring costs at the marginal 
firm using PRP, but not of the disutility of additional effort expended 
by workers.

I turn now to another aspect of neoliberalism, the growth of temporary jobs, 
which is the focus of Chapter 3. Of policy interest is whether these could 
be viewed as stepping stones to more secure employment. (The data that 
my co-authors Marco Francesconi, Jeff Frank and I used for this analysis are 
British, but the same techniques can be applied to other countries that have 
comparable datasets to the BHPS.) This chapter was part of a symposium 
on temporary work that was published in 2002 in a special issue of the 
Economic Journal covering four countries.3

Temporary contracts are often regarded as an important component of labour 
market flexibility, for temporary workers can be laid off without incurring 
statutory redundancy payments or restrictions imposed by employment 
rights legislation. This may have explained the dramatic growth in 
temporary or fixed-term-contract jobs in France, Italy and Spain – countries 
characterised by high levels of employment protection. The proportion of 
temporary workers in these countries doubled between 1985 and 1997. 
In contrast, in the United States and the United Kingdom – which have 
relatively little employment protection regulation – the proportion of the 
workforce on fixed-term contracts has been relatively low and fairly stable.

While temporary contracts can avoid some labour market inflexibilities, 
there are potential costs. Some commentators have expressed concern about 
the quality of the stock of jobs and the lack of opportunities for career 
advancement associated with temporary or flexible work. In Britain, about 
seven per cent of male employees and 10 per cent of female employees were 
in temporary jobs in the 1990s, a proportion that was relatively stable over 
the decade. Using data from the BHPS, my co-authors and I confirmed the 
popular perception that temporary jobs are generally not desirable when 
compared to permanent employment. Temporary workers have lower levels 
of job satisfaction, receive less training and are less well-paid. There was some 
evidence that fixed-term contracts are a stepping stone to permanent work. 
Women who started in fixed-term employment and moved to permanent 
jobs fully caught up to those who started in permanent jobs.

3	  See also the introduction by Booth, Dolado and Frank (2002) to this symposium.
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It is ironic that just as neoliberalism with its free-market ethos gained 
traction across the developed world, economists were starting to highlight 
the imperfectly competitive nature of labour markets, and to develop 
important new models explaining wage determination and unemployment. 
These included search theory, efficiency wages, bargaining models and 
oligopsonistic competition.

Chapter 4 reproduces a paper that I wrote for the 25th anniversary of Labour 
Economics. The paper illustrated in a simple way two polar imperfectly 
competitive models of the labour market and their implications for modern 
economies. The chapter begins by describing the perfectly competitive 
benchmark model of the labour market. It then moves on to summarise 
wage determination under trade unions that hold market power in wage 
determination, and are thus able to extract some of the surplus arising 
from the employment relation between the firm and its employees, in the 
form of higher wages. One of the most interesting developments in wage 
determination theories of the past few decades has been the realisation that 
employers frequently have some market power in wage setting.4 This is not 
only a plausible and reasonably tractable characterisation of the labour 
market, but it can also help explain certain labour market phenomena. 
An example of oligopsonistic competition is a situation where workers face 
monetary and/or psychic costs in moving across firms or locations. Since 
such job transitions involve costs, workers will move only if the observed 
wage gap between the destination firm and the origin firm is sufficiently 
large to cover the costs of moving. Thus, the presence of mobility costs 
may explain why workers choose to stay in low-wage local markets instead 
of migrating to markets that offer higher wages.

As an example of the policy relevance of oligopsony, consider the economics 
of work-related training. According to orthodox human capital theory, 
in a perfectly competitive labour market, workers should always finance 
work‑related general training. If firms were to pay for it, they would be 
vulnerable to the hold-up problem: the worker could simply quit after 
being trained, taking with them the embodied general training, and the 
firm would get no return on the investment. However, in a labour market 
characterised by oligopsonistic wage setting, it can be shown that the 

4	  Monopsony (or oligopsony power) exists when one or more buyers of labour face little competition 
from other buyers for that labour, so they are able to set lower wages for the workers they are hiring than 
would be the case in a competitive market.
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associated wage compression will increase the incentive for firms to invest 
in general training, provided that post-training productivity net of training 
costs is increasing in training at a faster rate than wages.

Empirical evidence for Britain has shown that employers do indeed finance 
work-related general training, as I show with Mark Bryan in Chapter 5. This 
chapter was inspired by Acemoglu and Pischke (1999), who demonstrated 
that, in oligopsonistic labour markets, some of the predictions of the 
human capital model are overturned. In particular, the wage returns to 
general training may be less than the productivity returns, and firms may 
therefore find it profitable to pay for training even though it is general. 
In our research, Mark Bryan and I summarised the main predictions of the 
various human capital theories for wages and cost sharing and confronted 
these with important new data from the BHPS for the period 1998–2000. 
We found that employer-financed training was associated with significantly 
higher wages at current and future firms, with a larger impact in future 
firms. This is consistent with human capital theory with credit constraints 
and with the new training literature assuming imperfectly competitive 
labour markets. It also suggests that an over-reliance on the basic human 
capital model that assumes a competitive labour market may be misleading 
for policy purposes.

If the labour market were perfectly competitive, the introduction of a 
minimum wage is predicted to reduce general training investment by covered 
workers who can no longer finance such training through lower wages. 
However, if the low-paid labour market is imperfectly competitive, firms will 
be more likely to pay for general training, as noted above. Intuitively, the 
monopsonistic character of the labour market compresses workers’ returns 
to human capital, allowing the firm to keep some of the surplus.

In Chapter 6, my co-authors, Wiji Arulampalam and Mark Bryan, and 
I investigated the impact of a new national minimum wage on work-related 
training. A UK National Minimum Wage (NMW) was introduced on 
1 April 1999. It followed a period of six years, from the abolition of the Wages 
Councils, during which there was no statutory wage-floor in any sector 
but agriculture. The UK Government viewed the NMW as an ‘important 
cornerstone of Government strategy aimed at providing employees with 
decent minimum standards and fairness in the workplace’.5 At the same 

5	  Department of Trade and Industry (n.d.) ‘The national minimum wage’, webarchive.national​
archives.gov.uk/ukgwa/20060213213640/http:/www.dti.gov.uk/er/nmw/index.htm.

http://webarchive.nationalarchives.gov.uk/ukgwa/20060213213640/http:/www.dti.gov.uk/er/nmw/index.htm
http://webarchive.nationalarchives.gov.uk/ukgwa/20060213213640/http:/www.dti.gov.uk/er/nmw/index.htm
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time, it emphasised the development of workforce skills – ‘particularly the 
basic skills of some adults’.6 Our analysis empirically investigated whether 
the two goals were compatible.

Using important new data from the BHPS, we estimated the impact of the 
new NMW on the work-related training of low-wage workers. We used 
two ‘treatment groups’ – those workers who explicitly stated they were 
affected by the new minimum and those workers whose derived 1998 wages 
were below the minimum. Using difference-in-differences techniques for 
the period 1998–2000, we found no evidence that the introduction of the 
minimum wage reduced the training of affected workers and some evidence 
that it increased it.

Section II: Men and women in the 
labour market
From the early 1970s, women in developed countries around the world 
were entering the labour force in increasing numbers. As the second wave of 
feminism gathered pace in the 1970s, it was no longer the case that labour 
market researchers could continue the past practice of leaving women out of 
their analyses, without facing pushback from increasingly vocal ‘minorities’. 
Moreover, the improvement in data availability and statistical techniques to 
control for selection issues greatly facilitated researchers’ studies of female 
participation, discrimination and wage determination. At the same time, 
theorists were increasingly expanding our understanding of the labour 
market by highlighting certain features of labour markets that give women 
reduced bargaining power in their wage determination.

In Chapter 7, Wiji Arulampalam, Mark Bryan and I investigated gender 
pay gaps by sector across wage distribution in 11 countries of the European 
Union. We used harmonised microdata for the years 1995–2001 from the 
European Community Household Panel. In estimations that controlled for 
the effects of individual characteristics at different points of the distribution, 
we calculated the part of the gap attributable to differing returns between 
men and women. The magnitude of the gender pay gap, thus measured, 
varied substantially across countries and across the public and private sector 

6	  Department of Education and Skills (n.d.) ‘DfES research’, www.dfes.gov.uk/research (site discontinued).

http://www.dfes.gov.uk/research
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wage distributions. The gap typically widened towards the top of the wage 
distribution (the ‘glass ceiling’ effect), and in a few cases it also widened at 
the bottom (the ‘sticky floor’ effect).

In addition to this detailed exploration of gender pay gaps across the wage 
distribution, we extensively discussed policies – including gender-specific 
policies (for example, equal opportunity and anti-discrimination legislation, 
parental leave, provisions, and childcare availability) – that might affect 
mean wage gaps as well as the gaps across the distribution. These gaps are 
also likely to be influenced by wage-setting institutions that do not directly 
impinge on gender (for example, those governing collective bargaining and 
minimum wages). With only 11 observations, we could not make conclusive 
tests, but we did obtain some interesting and policy-relevant correlations. 
We suggested that differences in childcare provisions and wage-setting 
institutions across EU countries may partly account for the variation in 
patterns by country and sector.

We now turn to an analysis of the happiness of men and women in 
partnered households, focusing in particular on hours of work, both in 
the domestic and labour market spheres. In Chapter 8, Jan van Ours and 
I explored the gender divide in home production in partnered households 
and how it affected various measures of partners’ satisfaction. Considering 
interdependence within the family, we investigated the relationship between 
part-time (PT) and other forms of work and various self-reported measures 
of happiness. Our data source was a sample of partnered men and women 
from the Household, Income and Labor Dynamics in Australia Survey, 
which closely followed the format of the BHPS. Our analysis indicated that 
PT women were more satisfied with working hours than full-time (FT) 
women. Partnered women’s life satisfaction was increased if their partners 
worked FT. Male partners’ life satisfaction was unaffected by their partners’ 
market hours, but increased if they themselves were working FT.

Does this suggest that Australian families are characterised by complete 
specialisation, with one partner engaged predominantly in domestic work 
and the other in market-sector work? The answer is no. According to the 
specialisation hypothesis, there will be a negative monotonic relationship 
between the share of housework done by one partner and that same 
partner’s share of market work. This prediction was not supported by the 
data; in households where the female does the majority of market work, 
the male’s share of housework remains proportionately low. Thus, the degree 
of specialisation is partial and non-symmetric. Men doing a small share 
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of market work were also doing a small share of housework. This finding is 
consistent with the gender identity hypothesis, and it may suggest a reason 
why Australian women are happier with PT work.

Over the past few decades, economists have become increasingly interested 
in designing and running experiments – either laboratory-based or in the 
field – to shed new light on patterns of individual behaviour that might 
not be picked up using survey data. As an illustration, consider the thorny 
question of how to measure ethnic discrimination. My co-authors Andrew 
Leigh, Elena Varganova and I addressed this in a large-scale field experiment 
designed to measure labour market discrimination in Australia, the results 
of which are included in Chapter 9.

Among economists, the most common approach to measuring ethnic 
discrimination has been to compare labour market outcomes across 
ethnic groups. But this method may not provide an accurate answer. 
If an individual’s ethnicity is correlated with some unobserved productive 
trait, then differences in economic outcomes will reflect more than just 
discrimination. Similarly, social researchers have often used surveys to 
measure the degree of racism in a society. But if respondents know the 
socially correct response, then this approach will also provide a biased 
estimate of true attitudes towards ethnic groups. When studying labour 
market outcomes, the problem arises from the unobservable characteristics 
of ethnic minorities. When analysing social attitudes, the problem stems 
from unobservable biases in the reporting of ethnic attitudes.

In both cases, field experiments can help solve the unobservables problem 
by creating a context in which all other factors except ethnicity are held 
constant. Andrew Leigh, Elena Varganova and I conducted a large-scale 
field experiment to measure labour market discrimination in Australia, one-
quarter of whose population was born overseas. To denote ethnicity, we 
used distinctively Anglo-Saxon, Indigenous, Italian, Chinese and Middle 
Eastern names. We compared multiple ethnic groups, rather than a single 
minority, as in most other studies at the time. In all cases, we applied for 
entry-level jobs and submitted a CV indicating that the candidate attended 
high school in Australia. We found significant differences in callback rates; 
ethnic minority candidates would need to apply for more jobs in order to 
receive the same number of interviews. We found that these differences 
varied systematically across ethnic groups.
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Section III: Gendered behavioural 
responses: Evidence from experiments
Among labour and behavioural economists recently, there has been a 
growing interest in experiments addressing the extent to which gender 
gaps in labour market outcomes might be due to inherent differences in 
the economically significant preferences of men and women. My research 
agenda over the past few years has been directed to this issue. In particular, 
we explored whether it is nature or nurture that affects the preferences of 
women and men in an economically meaningful way. A selection of those 
papers is presented in the final five chapters of this volume. The experiments 
reported in these chapters were conducted in the UK, China, Taiwan, Japan 
and Korea. Our particular interest was not only in gender differences but 
also in exploring whether behaviour is malleable. In other words, can male 
and female behaviour be modified in response to environments that uphold 
women’s values?

It is well known that women are underrepresented in high-paying jobs and 
in high-level occupations. Recent work in experimental economics has 
examined to what degree this under-representation may be due to innate 
differences between men and women. For example, gender differences 
in risk aversion, feedback preferences or fondness for competition may 
help to explain some of the observed gender disparities. If the majority of 
remuneration in high-paying jobs is tied to bonuses based on a company’s 
performance, then, where men are less risk-averse than women, women may 
choose not to take high-paying jobs because of the uncertainty. Differences in 
risk attitudes may even affect individual choices about seeking performance 
feedback or entering a competitive environment.

Understanding the extent to which competitive preferences and risk 
attitudes are innate or shaped by the environment is important for 
policy. For instance, if attitudes to competition or risk are innate, under-
representation of women in certain areas may be solved only by changing 
the way in which remuneration is rewarded. However, if these attitudes are 
primarily shaped by the environment, changing the educational or training 
context could help to address under-representation. Thus, the policy 
prescription for dealing with the under-representation of women in high-
paying jobs will depend upon whether the reason for the absence is innate 
to an individual’s gender.
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Patrick Nolen and I embarked at the end of the first decade of this 
century on a series of experiments exploring these topics. Our interest 
was in whether economically relevant preferences such as risk-taking and 
willingness to compete might be affected by cultural and environmental 
influences. Chapter 10 in this volume reports the results from our controlled 
experiment using school children as subjects whose average age was just 
under 15 years, and designed to investigate if individuals’ risk preferences 
are affected by (i) the gender composition of the group to which they are 
randomly assigned for the day of the experiment, and (ii) the gender mix 
of the school they attend. Our subjects, from eight publicly funded single-
sex and co-educational schools, were asked to choose between a real-stakes 
lottery and a sure bet. We found that girls in an all-girls group or attending 
a single-sex school were more likely than their co-ed counterparts to choose 
a real-stakes gamble. This suggests that observed gender differences in 
behaviour under uncertainty found in previous studies might reflect social 
learning rather than inherent gender traits.

Subsequently, Patrick Nolen, Lina Cardona Sosa and I expanded our 
research to the university sector. The motivation, details and results of 
this experiment are reported in Chapter 11. Our goal was to examine the 
effect of single-sex classes on the educational attainment of students within 
a co-educational university. More women than men attend university, yet 
women are under-represented in technical fields like mathematics, the 
physical sciences and engineering (National Academy of Sciences 2007). 
They are also underrepresented in economics, the discipline on which we 
focused in this chapter.

Our field experiment was designed to examine the effects of single-sex classes 
on the performance of first-year university students in a highly ranked and 
publicly funded economics department. The novel features of our design 
were twofold. First, we randomly assigned students to a single-sex or a 
co‑ed class environment, and hence selection was not an issue. Second, we 
implemented this random assignment to single-sex classes in the economics 
faculty of a co-educational university.

We examined whether single-sex classes within a co-educational environment 
have an effect on female test scores, pass rates and continuing to study at 
university, as well as longer-run outcomes such as degree class. We found 
that females assigned to all-female classes scored a quarter of a standard 
deviation higher in their Introductory Economics class and were 7.3 per 
cent more likely to pass the course. Furthermore, the benefits to females 
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of single-sex classes appeared to carry over past the first year and led to a 
57 per cent decrease in the likelihood that a female did not graduate with 
a degree in economics and a 61 per cent increase in the likelihood that she 
graduated with a ‘good degree.’ These results all occurred with no additional 
expenditure on the part of the university.

Chapter 12 reports the results of another experiment, this time one that 
Elliott Fan, Xin Meng and Dandan Zhang and I designed to address the 
following question: can the gender gap in competitive inclination be altered 
in a relatively short period by changing social norms induced by institutional 
changes? In this experiment, we were interested in two regions: Beijing 
in Mainland China and Taipei in Taiwan. People from both regions are 
descended from the same Confucian traditions, but their experiences from 
1949 onwards dramatically diverged, as the chapter highlights.

Our Beijing-based laboratory experiment investigated gender differences 
in competitive choices across different birth cohorts experiencing, during 
their crucial developmental age, different institutions and social norms. 
To control for general time trends, we used Taipei counterpart subjects 
with identical original Confucian traditions. Our findings confirmed that 
exposure to different institutions or norms during crucial developmental ages 
significantly changed individuals’ behaviour. In particular, Beijing females 
growing up during the communist regime were more competitively inclined 
than their male counterparts, their female counterparts growing up during 
the market regime, and Taipei females. For Taipei, there were no statistically 
significant cohort or gender differences in willingness to compete. Thus, 
we showed that some aspects of ‘culture’ can be formed or changed in a 
relatively short period. This suggests that policy intervention may contribute 
to the further narrowing of gender gaps in labour market outcomes.

In Chapter 13, Eiji Yamamura and I analysed unique performance data 
from a real-world activity – speedboat racing in Japan. This sport is by its 
very nature competitive, and the potential payoffs from winning are high. 
Women have been competing in this activity since the early 1950s under 
exactly the same conditions as men.

In speedboat racing in Japan, men and women are randomly assigned to 
mixed-sex or single-sex groups for each race. We used a sample of over 
140,000 individual-level records obtained from the Japanese Speedboat 
Racing Association to examine how male-dominated circumstances affect 
women’s racing performance. Our fixed-effects estimates revealed that 
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women’s race time is slower in mixed-sex races than in all-women races, 
whereas men’s race time is faster in mixed-sex races than in men-only races. 
The same result is found for the place in the race. Moreover, in mixed-
sex races, men are more aggressive than women, as demonstrated by lane 
changing, in spite of the risk of being penalised for rule infringement.

The first finding above is of particular interest. It shows that female 
competitive performance, even for women who have chosen a competitive 
career and are very good at it, is enhanced by being in a single-sex 
environment rather than in a mixed-sex environment in which they are 
a minority.

The gender proportion in the mixed-sex speedboat races is skewed towards 
men. Women racers assigned by lot to a mixed-sex race will typically face 
five male competitors or, rather infrequently, four. We suggest that this 
gender imbalance may trigger awareness of gender identity for both men and 
women, and that this might go some way to explaining observed differences 
in behaviour across mixed-sex and single-sex groups. For example, a man’s 
gender identity may lead him to consider being defeated by women to be 
more dishonourable than by men, and he will try to avoid it.

Our findings may well have implications for other activities in which men 
and women compete with one another and where the gender balance 
is skewed in favour of men. One example is in the STEM disciplines, 
where being in a minority may well affect the performance of women in 
that situation.

Finally, we point out that sportspeople are likely to be particularly selected 
on willingness to compete, and to that extent, our effects of mixed-sex 
treatments may be relatively muted compared to other settings where 
selection is not as competitive. Alternatively, behaviour in repeated (daily) 
interactions may differ from that in a short race. We hope that future 
research will explore these issues further.

In Chapter 14, Jungmin Lee and I adopted a different but complementary 
approach to the experiments reported above by analysing unique 
performance data from a real-world activity that is competitive by its very 
nature – the South Korean television quiz show for young people, Janghak! 
(Scholar). We compared the performance of high-ability adolescent girls and 
boys who participated in this long-running television quiz show. Our aim 
was to gauge whether there are gender differences in the behaviour of girls 
and boys of high-school age in this extremely competitive environment. 
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We also wished to establish how contestants’ behaviour alters as the game 
rules vary, imposing varying levels of psychological stress affecting girls and 
boys differently. We also examined how girls and boys behave differently as 
they advance to a higher round and get closer to winning the game when 
competitive pressure is escalated.

We found that there is a significant gender gap in performance – in 
favour of boys – when we pooled all Round 1 episodes of the quiz show. 
To investigate underlying mechanisms that might explain this, we explored 
how performance varies under different exogenously varied rules of the 
game. We found that there were no gender gaps in performance when stress 
was kept to a minimum – that is, in games without fastest-finger buzzer, 
knockouts or penalties. However, in games with some of these features, 
there were significant gender gaps. In addition, we examined performance 
in Round 2 of the shows, where we found larger gender gaps. Finally, we 
used question-by-question panel data to track performance in games where 
players stay in for 25 questions. Here, we found that girls are less likely to 
respond faster, especially when their winning probability is higher. Further, 
the gender gap is more salient at the end of the game. The results are 
consistent with gendered behavioural responses to psychological pressure.

As is obvious from the ideas presented in Section III of this volume, my 
research agenda with colleagues over the past few years has aimed to 
explore whether or not it is nature or nurture that affects the preferences 
of women and men in an economically meaningful way. The results show 
that nurture can have a powerful effect. In other words, culture matters, 
and this is something that policy can change, if those in charge are willing. 
Such change can be beneficial, but it can also be harmful, as the recent 
erosion of women’s rights and the inflation of men’s rights in some countries 
has shown.

Finally, I wish to draw some overall conclusions that I trust readers will 
consider as they read these chapters. The volume shows that culture and 
nurture associated with the raising of boys and girls can have profound 
implications for both educational and labour market performance 
and relative outcomes by gender. I hope that readers will be aware of the 
meaning and consequences of gender-based occupational bunching (women 
are much more likely to be employed, for example, in caring and low wage-
variance occupations such as nursing, teaching, and child and aged care). 
And that they will be aware of the tendency for men to be in the highest risk 
occupations, such as senior company executives. And finally, that readers 
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will also consider the implications for our understanding of the use of 
average remuneration, rather than a combination of mean and variance, in 
understanding the gender pay gap.

It should be remembered that there is no right or wrong place for 
young women and men to be. What matters is that they are given the 
opportunity to go where their talents lead them without being thwarted by 
cultural pressures.
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